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Mooreõs Law: Increasing Performance 
 is now a Software Problem  

ÅFor decades, computing devices improved 

performance by increasing CPU clock rate 

 

ÅNow clock rate increases are limited by heat 

and power consumption  

 

üExploitation of concurrency and parallelism 

are now the only way to increase 

performance 
 
 



Microsoft -Intel Universal Parallel 
Computing Research Centers (UPCRCs) 

 

ÅIn 2008 Microsoft and Intel launched the UPCRC 
program to sponsor research into multi-core parallelism 
at the client 
ÅInitial call to 25 CS Departments: two university centers 

selected 
ÅUPCRC at UC Berkeley 
ÅUPCRC at UIUC Illinois 

ÅSeparate Microsoft Research initiative In Europe 
ÅJoint Parallel Computing Institute at UPC Barcelona 

with Microsoft Research Cambridge 
ÅInitial focus on transactional memory 

 
 
 



UPCRCs: Academic Achievements 

UC Berkeley:   
16 faculty, 65+ graduate students (mostly PhD), 4 post-docs, 8 
MSR interns, 200+ publications in journals, conferences, 6 Best 
Paper Awards, 20+ visits to/from MSFT, strong participation at 
the MSFT Academic Summits, 20+ lectures at MSFT, numerous 
outreach activities, including courses and summer schools with  
1500+ attendees. 

 
UIUC:  
19 faculty, 45+ graduate students (mostly PhD), 2 MSR interns, 
20+ visits from/to MSFT, strong participation at the MSFT Faculty 
Summits, 42 UPCRC seminars, 60+ journal publications, 100+ 
conference presentations, numerous outreach activities, 
including courses and summer schools with 750+ attendees.  



The Berkeley UPCRC 

Vision:  

New devices having Natural User Interfaces (NUIs) 
with touch, voice, camera, and gestures, will 
require computing power only achievable through 
parallelism and concurrency, delivered on systems 
with heterogeneous processing units.  



Let compelling applications drive research agenda 
ÅIdentify common programming patterns 

ÅProductivity versus efficiency programmers 

ÅAutotuning and software synthesis 

ÅBuild-in correctness + power/performance diagnostics 

ÅOS/Architecture support applications, provide flexible primitives 
not pre-packaged solutions 

ÅFPGA simulation of new parallel architectures 

ÅCo-located integrated collaborative center 

Above all, no preconceived big idea  

- see what works driven by application needs. 
 

Berkeley UPCRC Research Agenda  



Structural Patterns for Parallel Composition  

UPCRC Berkeley believes in relevance of computational 
and structural patterns at all levels of programming  

ÅFrom Domain level through to Efficiency level 

ÅPatterns provide a good vocabulary for domain 
experts 

ÅPatterns are also comprehensible to efficiency-level 
experts or hardware architects 

ÅPatterns act as a lingua franca between the different 
projects 

üExpanded Phil /ƻƭŜƭƭŀΩǎ ƻǊƛƎƛƴŀƭ Ψ{ŜǾŜƴ 5ǿŀǊŦǎΩ 
ŎƻƳǇǳǘŀǘƛƻƴŀƭ ƪŜǊƴŜƭǎ ǘƻ мнΣ моΣ мп Χ  

 



ôHeat Mapõ for the Berkeley Dwarfs 



Mapping Patterns to Hardware 

App 1 App 2 App 3 

Dense Sparse Graph Trav. 

Multicore GPU ά/ƭƻǳŘέ 

Only a few types of hardware platform 



Specializers: Pattern -specific and platform -
specific compilers  

Multicore  GPU Cloud 

App 1 App 2 App 3 

Dense Sparse Graph Trav. 

Allow maximum efficiency and expressibility in 

specializers by avoiding mandatory intermediary layers 

aka. òStovepipesó 
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Å
Å Access to diverse software plus a wide array of devices and a rich 

and responsive software developer ecosystem 

Å
Å Experienced computational scientists needed to create and 

maintain applications in energy, environment , climate change, 
computational fluid and structural dynamics, biological models ê   

Å
Å Between ubiquitous consumer software and specialized high-end 

HPC applications is the world of day -to-day computational science 
problems - ôthe Bottom 50,000 HPC applicationsõ 

ü The Excluded Middle is a "no man's land" that not only lacks the ready 
availability of application software but also simple parallel 
programming tools and methodologies for ôordinaryõ developers.  

ü The result has been limited uptake of computational science by many 
scientists and by companies of all sizes, large, medium and small.  

After Dan Reedõs CACM Blog ð see: 

www.hpcdan.org/reeds_ruminations/2010/10/hpc -and-the -excluded -middle.html  



Einstein, Elvis and Mort  

Goal: Simplify parallel programming for 

ôordinary mortalsõ 
 

Start with Abstractions  

ÅParallel speedups for data parallel computations  

ÅMotivating  

ÅIndependent loops  

ÅCoarse-grained task parallelism  

ÅPatterns, not primitives  

ÅDAG model  

 

Only later teach how to optimize applications  

ÅNeed to look below abstractions to understand performance  

e.g. caching behavior, bandwidth and latencies  



.NET 
Task Parallel Library 

PLINQ 

Samples for C#, VB & F# 

 
http://parallelpatterns.codeplex.com/  

 

Visual C++  
Asynchronous Agents Library 

Parallel Patterns Library 

 
http:// parallelpatternscpp.codeplex.com/  

http://parallelpatterns.codeplex.com/
http://parallelpatternscpp.codeplex.com/
http://parallelpatternscpp.codeplex.com/
http://parallelpatternscpp.codeplex.com/


Based on .NET CLR and Libraries 



ÅTasks vs. Data 

 

ÅControl Flow  

 

ÅControl and 
Data Flow  



Å
ÅToo big ð under 

utilization  

ÅToo small ð thrashing

Å
ÅCache and cache line size 

ÅFalse cache sharing 

Å



Task Parallelism  

Å
ÅToo many ð thrashing 

ÅToo few ð under utilization  

Å
ÅSmall workloads 

ÅVariable workloads 

Å
ÅRemovable 

ÅSeparable  

ÅRead only or read/write 



Control and Data Flow  

Å
ÅTemporal: A  B 

ÅSimultaneous: A  B 

ÅNone: A B 

Å
ÅI/O read or write order  

ÅMessage or list output order  

Å
ÅPipeline 

ÅFutures 

ÅDynamic Tasks 
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What is Big Data?  
 

Large Data Volume 

Á 100s of TBs  to 10s of PBs 

Á Large scale processing and 

analytics at unprecedented low 

cost (hardware and software)  

New Economics 

Á Distributed Parallel Processing 

Frameworks 

Á Easy to Scale on commodity 

hardware 

Á MapReduce-style 

programming models 

New  

Technologies 

Á Unstructured 

Á Weak relational schema 

Á Text, Images, Videos, Logs 

Non-Traditional 

data Types 

Á Sensors 

Á Devices 

Á Traditional applications 

Á Web Servers 

Á Public data 

New Data Sources  

Á How popular is my product? 

Á What is the best ad to serve? 

Á Is this a fraudulent transaction? 

New Questions  

and Insights 



Å

Å

Å

üTechnologies used to process this kind of data go by 
the names òData Intensive Scalable Computingó, 
òLarge Scale Data Analyticsó, or just òBig Dataó. 

üNow economically feasible not only to store such 
data but also to process and gain insight from it. 



ÅOn-demand service 

ÅBroad network access 

ÅResource pooling 

ÅFlexible resource allocation 

ÅMeasured service 

Cloud Computing: One Definition  



Å$ÁÔÁ #ÅÎÔÅÒÓ ÒÁÎÇÅ ÉÎ ÓÉÚÅ ÆÒÏÍ ȰÅÄÇÅȱ ÆÁÃÉÌÉÔÉÅÓ 
to megascale (100K to 1M servers) 

ÅOffer real economies of scale 
üApproximate costs for a small size center (1K servers) 

and a larger, 400K server center. 

Technology Cost in small-
sized Data 

Center 

Cost in Large 
Data Center 

Ratio 

Network $95 per Mbps/ 
Month 

$13 per Mbps/ 
month 

   7.1 

Storage $2.20 per GB/ 
Month 

$0.40 per GB/ 
month 

   5.7 

Administrat
ion 

~140 servers/ 
Administrator 

>1000 
Servers/ 
Administrator 

   7.1 

Data Center estimates from James  Hamilton,  

formerly with Microsoft, now with Amazon  



Microsoftõs Datacenter Evolution 

Containers  

 
 

   Scalability and   

êSustainability 

 

Datacenter Co-

Location      

Generation 1 

Modular  Datacenter 

Generation 4 

Server 

 

                                   Capacity 

 Rack 
 

             Density  

             and Deployment 

 

Quincy and San 

Antonio  

Generation 2 

Chicago and Dublin 

Generation 3 

            Dep loyment  Sca le  Un i t 

IT PAC 

Time to Market 

Lower TCO 

      Facility PAC 



Cloud Options?  



Types of Cloud Services  
 

Infrastructure as a Service ( IaaS) 
Provide a way to host virtual machines  

on demand  

Platform as a Service ( PaaS) 
You write an Application to Cloud APIs 

and the platform manages and scales 

it for you.  

Software as a Service ( SaaS) 
Delivery of software to the desktop  

from the Cloud  
 

Infrastructure 

as a Service 

Platform as 

a Service 

Software 

as a 

Service 

   



Azure Cloud Programming Model 

Azure Services (storage)  

Load 
 Balancer 

Public  

Internet  

Worker 

Role(s) 

Front -

end 

Web 

Role 

Switches 

 

Highly-available 
Fabric Controller 

 

In-band communication ɀ 
software control 

Load-balancers 

Abstract Programming 

Model: 



ÅDryad: Distributed data-parallel 
programming on large clusters 
ÅAutomatic scheduling, fault -tolerance 

ÅDryadLINQ: LINQ+Dryad 
Å LINQ: data-parallel extensions to .NET/C# 

ÅDryadLINQ automatically distributes         a a 
LINQ program to the cluster 

   Dryad 

 

 

 

  LINQ query 

 

 var logentries = 
       from line in logs 
       where !line.StartsWith("#") 
       select new LogEntry(line); 
 
 

Andrew Birrell 

Mihai Budiu 

Úlfar Erlingsson 

Dennis Fetterly 

Michael Isard 

Yuan Yu 

MSR Silicon Valley 



Dryad Technology  

from Microsoft Research  

ÅContinuously deployed in 
Microsoft since 2006 

ÅThe execution engine for Bing 
analytics 

ÅRunning on >> 10 4 machines 

ÅRuns on clusters with > 3000 
machines 

ÅSifting through > 10Pb data 
daily 

http://upload.wikimedia.org/wikipedia/commons/0/0f/Dryad11.jpg


DryadLINQ  leverages  

LINQõs extensibility  
LINQ - Microsoftõs Language INtegrated Query 

Released with .NET Framework, extremely extensible 

PLINQ 

Local machine  

.Net 

program 

(C#, VB, 

F#, etc) 

Execution engines  

Query  

Objects  

LINQ-to -SQL 

DryadLINQ  

LINQ-to -XML 

L
IN

Q
 p

ro
v
id

e
r 

in
te

rf
a
c
e

 

Scalability 

Single-core 

Multi -core 

Cluster  



 
MPI 

Optimize CPU utilization for 

tightly coupled problems 

like climate modeling, car 

crash simulation, etc. 

Optimize CPU utilization for 

loosely coupled problems 

like financial product 

pricing, etc. 

SOA 

Compute-focused 
Data-focused 

Optimize for data locality rather than CPU 

utilization to support jobs that are primarily 

bound on disk I/O.  

LINQ  

TO HPC 



Iterative Map -Reduce:  
Twister Architecture  

Azure BLOB Storage

MW1 MW2 MW3 MWm

RW1 RW2

Azure BLOB Storage

Intermediate 
Data

(through BLOB 
storage)

Reduce Task Int. 

Data Transfer 

Table

Meta- Data on 

intermediate 

data products

Map Workers

Reduce Workers

Mn . . Mx . . M3 M2 M1

Map Task Queue

Rk . . Ry . . R3 R2 R1

Reduce Task Queue

Client API
Command Line 

or Web UI

Map Task Meta -

Data Table

Reduce Task 

Meta- Data Table

Map Task 

input Data



  

(a) Map Only 
(d) Loosely 

Synchronous (c) Iterative MapReduce (b) Classic MapReduce 
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Pi

j 

CAP3 Analysis 

Smith-Waterman 

Distances 

Parametric sweeps 

PolarGrid Matlab data 

analysis 

High Energy Physics (HEP) 

Histograms 

Distributed search 

Distributed sorting 

Information retrieval 

  

Many MPI scientific 

applications such as 

solving differential 

equations and particle 

dynamics 

  

Domain of Daytona Iterative MapReduce System MPI 

Expectation maximization 

clustering e.g. Kmeans 

Linear Algebra 

Multimensional Scaling 

Page Rank 

  


