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The Problem 

• Scientific data is being collected at an ever 

increasing rate 

• The ―old days‖  -- big, focused experiments– 

LHC 

• Today ―cheap‖ DNA sequencers – and an 

increasing number of them 

• The complexity of the computational 

problems is ever increasing 

• The computing infrastructure keeps 

changing 

• Hardware, software, but also computational 

models 

 



Outline 

• Scientific applications 

• Software capabilities that need to be in place 

to enable applications (Workflow) 

management in distributed environments 

• Our solutions: 

• Grid environments 

• Cloud environments 

• Conclusions 



Computational workflows 
Help express multi-step computations in 

a declarative way  

Can support automation, minimize 
human involvement 

Makes analyses easier to run 

Can be high-level and portable across 
execution platforms 

Keep track of provenance to support 
reproducibility  

Foster collaboration—code and data 
sharing 

 



So far applications have been 

running on local/campus 

clusters or grids 

SCEC CyberShake 

 Uses physics-
based approach 
 3-D ground 

motion simulation 
with anelastic 
wave propagation 

 Considers 
~415,000 
earthquakes per 
site 

 <200 km from 
site of interest 

 Magnitude >6.5 
~ 850,000 tasks 



New applications are looking 

towards the Cloud 

Periodograms: generate an atlas 

Find extra-solar planets by 

Wobbles in radial velocity of star, or 

Dips in star’s intensity 
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Kepler  

Periodigram 

Workflow 

210k light-curves released in July 

2010 

Apply 3 algorithms to each curve 

Run entire data-set 

3 times, with 

3 different parameter sets 

 



Data collected at a sequencers 

Needs to be filtered for noisy data 

Needs to be aligned 

Needs to be collected into a single map 

Vendors provide some basic tools 

you may want to try the latest alignment 

algorithm 

you may want to use a remote cluster 

Challenges: 

automation of analysis 

Portability 

provenance                USERS! 

 

DNA sequencing, a new breed 

of data-intensive applications 



Our Philosophy 

 Work closely  

 with users to improve software, make it relevant 

 with CS colleagues to develop new capabilities, share ideas, 

and develop complex systems 

 Users 

 Enable them to author workflows in a way comfortable for them 

 Allow users to enter the system at any point 

 Provide reliability, scalability, performance 

 Software 

 Be a ―good‖ CyberInfrastructure ecosystem member 

 Focus on one aspect of the problem and contribute solutions 

 Leverage existing solutions where possible 

 Execution Environment 

 Use whatever we can, support heterogeneity 

 



Our Approach 

 Representation 

 Support a declarative representation for the workflow (dataflow) 

 Represent the workflow structure as a Directed Acyclic Graph 

(DAG) 

 Use recursion to achieve scalability 

 System 

 Layered architecture, each layer is responsible for a particular 

function 

 Mask errors at different levels of the system 

 Modular, composed of well-defined components, where different 

components can be swapped in 

 Open—provides a number of interfaces to enter the system, and 

exposes interfaces to other CI entities 

 Use and adapt existing graph and other relevant algorithms 
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My Environment 
How to manage complex workloads?  

Data 

Storage  

Campus Cluster 

 

 

 

TeraGrid 

 

 

Open Science Grid 

 

 

Amazon Cloud 

 

 

Work definition  

Local Resource 



Use the given Resources 

Data 

Storage  

Campus Cluster 
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Work definition 

As a WORKFLOW  

Workflow 

Management 

System 

Local Resource 

work 

data  



Pegasus  
Workflow Management System 

Developed since 2001 

A collaboration between USC and the Condor Team at UW 

Madison (includes DAGMan) 

Used by a number of applications in a variety of domains 

Provides reliability—can retry computations from the point 

of failure 

Provides scalability—can handle large data and many 

computations (kbytes-TB of data, 1-106 tasks) 

Automatically captures provenance information 

Can run on resources distributed among institutions, 

laptop, campus cluster, Grid, Cloud 

 



Pegasus Workflow Management 

System 

Enables the construction of complex workflows based on 
computational blocks 

Infers data transfers 

Infers data registrations 

Provides a portable and re-usable workflow description 

Lives in user-space 

Provides correct, scalable, and reliable execution  

Enforces dependencies between tasks 

Progresses as far as possible in the face of failures 

 

 

Pegasus makes use of available resources, but cannot 
control them 

 



Make my own Environment  

Data 

Storage  

    Campus Cluster 

 

 

 

                TeraGrid 

 

 

Open Science Grid 

 

 

 

Amazon Cloud 

 

Work definition  

Pegasus WMS 

Local Resource 

work 

data  

Resource 

Provisioner 

Virtual Resource Pool 

 

Resources requests 

resources 

To get good performance 

you need to make sure 

you have the resources you need 



GlideinWMS 
• Resource provisioning system which overlays computational 

clusters on top of multiple grid resources 
 

• Pilot jobs install and run a user-level resource manager, which 
contacts an application-specific scheduler to be matched with 
application jobs 
 

• Glidein: How to do this using Condor 

A collaboration with Fermi 

National Lab and UCSD  



GlideinWMS Overview 

Corral 
(acting as VO Frontend) 

Efficient resource usage 

Allocate resources explicitly 
rather than implicitly 

Pay to allocate resources once 
and reuse them 

 

Large requests 
1 glidein job = N slots 
 

Automatic resubmission 
On demand, indefinitely, N times, 

until date/time 



Provisi

oner 

Glide

in 

jobs 

Set up for SCEC 

for MPI and sequential jobs 

Provisioning can leverage the resources of a number of clusters 
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Applications can leverage different Grids: 

SCEC across the TeraGrid and OSG with Pegasus 

MPI codes ~ 12,000 CPU hours,   

Post Processing 2,000 CPU hours 

Data footprint ~ 800GB 

SoCal Map 

needs 239 of 

those  

Peak # of cores on OSG 1,600 

Walltime on OSG 20 hours, could be done in 4 hours on 800 cores 



Kepler Mission Periodigram workflow 



Inputs 

210,664 input light curves 

61 GB 

Jobs mapped into 11 dags,  

Total jobs: 8,264 

Job restarts: 1,384 

Outputs 

790 GB 

We guessed the run would 

take 24 hours – it took 

approximate 10 hours! 

Up to 1,000 resources at on time 

 

Resource availability is not 

guaranteed 
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Clouds 
Originated in the business domain 

Outsourcing services to the Cloud 

Pay for what you use 

Provided by data centers that are built on compute and 
storage virtualization technologies.  

Scientific applications often have different 
requirements 

MPI 

Shared file system 

Support for many  

    dependent jobs 

Google’s Container-based Data Center in Belgium 

http://www.datacenterknowledge.com/  

http://www.datacenterknowledge.com/


Workflows and Clouds 

Benefits 

User control over environment 

On-demand provisioning / Elasticity 

SLA, reliability, maintenance 

Drawbacks 

Complexity (more control = more work) 

Cost 

Performance 

Resource Availability 

Vendor Lock-In 



Workflow Storage In the Cloud 

Executables 

Transfer into cloud 

Store in VM image 

Input Data 

Transfer into cloud 

Store in cloud 

Intermediate Data 

Use local disk (single node only) 

Use distributed storage system 

Output Data 

Transfer out of cloud 

Store in cloud 



Questions About Clouds 

How can we deploy workflows in the cloud? 

Install and configure software 

Execute workflow tasks 

Store workflow data 

How well do workflows perform in the cloud? 

Compared to grids and clusters 

Using various storage systems 

How much does it cost to run a workflow? 

To provision resources 

To store data 

To transfer data 



One approach: Build Virtual Cluster 

on the Cloud 

Clouds provide resources, but the 

software is up to the user 

Running on multiple nodes may require 

cluster services (e.g. scheduler) 

Dynamically configuring such systems 

is not trivial 

Some tools are available  

Workflows need to communicate 

data—often through files, need 

filesystems 



Amazon Web Services 

(AWS) 

IaaS Cloud 

Services 

Elastic Compute Cloud (EC2) 

Provision virtual machine instances 

Simple Storage Service (S3) 

Object-based storage system 

Put/Get files from a global repository 

Elastic Block Store (EBS) 

Block-based storage system 

Unshared, SAN-like volumes 

Others (queue, RDBMS, MapReduce, etc.) 



Wrangler 

• A service for provisioning and configuring 
virtual clusters 

• User specifies the virtual cluster configuration, 
and Wrangler provisions the nodes and 
configures them according to the user’s 
requirements 

• Users can specify custom pluggins for nodes 
by writing simple scripts 

• XML format for describing virtual clusters, 
support for multiple cloud providers, node 
dependencies and groups, automatic 
distribution of configuration files and scripts 



Wrangler 

	

Clients-- send requests to the coordinator 

to launch, query, and terminate, 

deployments 

Coordinator-- a web service that manages 

application deployments. 

• accepts requests from clients 

• provisions nodes from cloud providers 

• collects information about the state of a 

deployment 

• acts as an information broker 

Agents--run on VMs  

• Manages VM configuration and monitors  

health. 

• collects information and reports the 

state of the node to the collector 

• configures the node with the software 

and services specified by the user 

• monitors the node for failures. 

Plugins -- user-defined scripts that 

implement the behavior of a node 

• invoked by the agent to configure and 

monitor a node 

• each node can have multiple plugins. 

 



A cloud Condor/NFS 

configuration  

The submit host can be in or out of the cloud 



FutureGrid:  a place for 

cloud research 

Large US NSF funded project  (G. Fox, PI) 

Test bed for Cloud Computing 

6 centers across the nation 

Nimbus 

Eucalyptus 

Moab ―bare metal‖ 

http://www.futuregrid.org/ 

 

We use our provisioning capabilities to set up the 

testbed as needed 

 

http://www.futuregrid.org/


 
Periodigrams 
Hosts, Tasks, and Duration (II) 

30 26 
1 135 28 761 102,3 

30 29 

1 074 24 600 125,8 
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809 21 539 
85,5 

20 20 

1 428 34 480 
164,1 

50 50 

4 012 101 283 
356,5 

0% 

10% 

20% 

30% 

40% 

50% 

60% 

70% 

80% 

90% 

100% 

Req. Hosts Act. Hosts Jobs Tasks Cum. Dur. (h) 

Eucalyptus india Eucalyptus sierra Nimbus sierra Nimbus foxtrot Nimbus hotel 



Resource- and Job States (II) 

600 cores, almost 8 hours 



Conclusions: Challenges Ahead  

• Different environments can be set up for 

applications, resource provisioning is key 

• Making the execution environment easy to use 

• Easy to create workloads and configure systems 

• Automatically exploiting data parallelism, how to 

subdivide a data set  (important for bioinformatics) 

• Resilience to failures 

• Need sophisticated debugging & monitoring tools 

• Issues of trust and security 
• Implied trust in academic computing centers 

• Some mistrust, lack of understanding of commercial providers 

 

 



The Big questions  

How to best set up My Environment? 

How to manage the application without Me 

having to worry about it? 

How to achieve My computational goals within 

some time and budget? 

 

How do science My Way? 

 



Warning:   

 

this is an advertisement for 

PhD positions at USC/ISI 



Come to USC! 

Come to Los Angeles! 

I am looking for PhD students wanting to get a 

degree from USC 

There are fellowships and research assistant 

positions available for good students 

Want to know more? 

• Talk to me 

• Email me (deelman@isi.edu) 

• Pick up a brochure at registration 

 Application deadline:  December 5, 2011 

mailto:deelman@isi.edu


The University of 

Southern California  

Oldest private university in the  

 western US – founded in 1880 

Largest enrollment of inter-  

 national students in the US 

37,000 students 

17 professional schools 

Located in Los Angeles 

Close to sea and mountains 

Agreeable climate  

  



A World Renowned Setting  

Located in Los Angeles, California, USC is at the heart 

of the principal world center for communications, 

biotech R&D, commerce, entertainment and the arts 

Southern California is the American gateway for the 

Pacific Rim, the future’s fastest emerging market 

Our regional assets are a real-world laboratory for our 

students, and a marketplace for our ideas and 

people 



USC Information Science Institute 

We welcome foreign students and provide 

funding (research assistantships) 

We do cutting edge research in distributed 

computing 

We work closely with science applications 

 we have impact on cutting-edge science 

 

 

Email (deelman@isi.edu) 

Project pages: pegasus.isi.edu 
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